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Abstract: Maintaining fish welfare is one of the most prevailing and challenging tasks in
aquaculture production, in particular as there can be more than 200,000 fish present within
a single sea cage. Observing this amount of individual animals is a very challenging task and
requires a high degree of automated computer vision-based monitoring along with the use of
advanced machine learning and Al algorithms. This paper introduces a computer vision based
approach for determining the ventilation frequency in terms of the mouth opening frequency of
salmon in aquaculture environments through underwater video analysis. We exploit an object
detection network to detect specific salmon features including head, eye, snout, mouth and
then apply optical flow analysis to the snout region to assess their ventilation rates, serving
as a potential indicator of fish health and well-being. This aims towards analyzing salmon
behavior on individual level in real-time, enabling an in-depth view of the population’s status.
Our methodology represents a significant progress towards a more automated salmon monitoring
providing an objective measure to determine an important aspect of fish behaviour in an effective
way which will subsequently help to enhance efficiency in aquaculture operations. The results,
obtained from analyzing annotated videos are very promising and validate the usability of our
approach. This study also paves the way for further exploration into utilizing computer vision
and machine learning for comprehensive fish status assessment, contributing valuable insights
into sustainable aquaculture practices.
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1. INTRODUCTION

Aquaculture, particularly the farming of Atlantic Salmon,
has seen substantial growth in recent years, both in pro-
duction volume and economic value. This increase ne-
cessitates a parallel advancement in operational automa-
tion and observation technologies to ensure fish welfare
Fgre et al. (2018). In response to these needs, this paper
presents a novel approach to automatically measure the

mouth opening frequency of salmon (as an approximate
measure for the ventilation rate) from underwater video
streams using computer vision techniques.

Our methodology focuses on tracking visible salmon, iden-
tifying the prime candidates for further analysis and eval-
uate their appearance and behavior. In this paper, the
focus is on the mouth opening frequency of Salmon (see
Figure 1), a parameter that can be reliably extracted from
underwater video footage. Considering environmental fac-
tors this metric has the potential to serve as an informative
indicator of fish welfare and health.

* This work was supported by the Research Council of Norway
through the project cAlge (344022), and FHF project BIOREL-
EVANS (901736), Along with the Centre of Ex-cellence funding
scheme, project number 223254, AMOS.

Fig. 1. A sequence of every fifth image frame from the
head region of a tracked salmon. These images show

the movement of the snout, capturing its opening and
closing actions.

The automatic processing and computer vision-based anal-
ysis of underwater net cage videos has to cope with several
challenges not present in urban scenes, primarily due to
the complex and dynamic nature of underwater environ-
ments. Factors such as turbidity, marine snow, varying
natural light conditions, motion blur, reflections/caustics,
and occlusions by fish or other marine elements contribute
to the complexity. Moreover, the non-rigid nature of the
Salmon further complicates the analysis. Therefore, even
with high-quality cameras, the underwater imaging quality
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can be compromised, necessitating good hardware and so-
phisticated software solutions. Figure 2 shows a collection
of scenes recorded with different cameras — of reasonably
good resolution and quality — where salmon are filmed
in tanks and commercial fish cages illustrating the broad
variance in scene appearance highlighting the need for
highly robust algorithms.

Fig. 2. The variability of underwater (lighting) conditions
makes automated salmon monitoring a challenging
task.

Computer vision along with machine learning represents
a cost-effective and efficient solution for a non-invasive,
automated observation of salmon. In this paper, our con-
tribution lies in utilizing computer vision techniques to
determine the individual salmon respiration frequency The
study utilizes video recordings captured in natural lighting
conditions, emphasizing the real-world non-invasive appli-
cability of the proposed methods.

We believe that monitoring the breathing patterns of
salmon not only provides potential insights into their
immediate welfare but might also serve as a potential
component of biological early warning systems where a
notice is given when the fish-cage-population unexpectedly
changes it’s breathing pattern.

Preliminary evaluations and results show a promising val-
idation of our approach through the analysis of annotated
videos. Furthermore, this work sets a foundation for future
investigations into the utilization of computer vision and
machine learning for fish welfare evaluation, offering valu-
able contributions towards sustainable aquaculture prac-
tices.

After a literature review on both, salmon ventilation and
computer vision based methods for object recognition and
motion estimation (Section 2), we describe our approach
to automate the breathing frequency measurement of the
salmon in underwater videos. Starting with the method-
ology (Section 3), we first outline the application of a
standard neural network for a precise fish and fish part
detection in underwater videos. (This deep neural network
was trained with labeled data representing a large variety
of scenes in order to work robustly in many different light-
ing conditions (Section 3.1).) This is followed by the ex-

planation of the developed approach to analyse the mouth
motion using optical flow techniques (Section 3.2). We
then present our findings, highlighting the efficiency and
accuracy of our approach in determining the ventilation
rates of salmon (Section 4). This is demonstrated by the
analysis of annotated videos. The paper concludes with a
comprehensive discussion on the implications of our results
for aquaculture operations, mentioning also the impor-
tance of such technological advancements for fish welfare
and operational efficiencies in aquaculture (Section 5). We
also suggest future research, particularly the expansion
of computer vision and machine learning applications to
detect indicators of fish status and well-being in a more
automated way (Section 5).

2. RELATED WORK

Salmon Ventilation: The ventilation frequency of
salmon, like for other fishes, is closely related to its
metabolic rate, which refers to the rate at which they con-
sume energy. When salmon are more active (e.g., during
swimming, feeding, or escaping predators) or their body
activates a short-term stress response (possibly induced
by handling or transferring, change in water temperature,
pH, or oxygen levels), their metabolic rate increases and
more oxygen is needed and requires the fish to increase
its ventilation frequency to supply the necessary oxy-
gen. Supporting this, Millidine et al. (2008) showed that
the ventilation frequency represents an indicator for the
metabolic rate in small juvenile Atlantic salmon (weight
1.8¢-12.64g) considering also variables such as fish size
and environmental temperature. This study suggests that
visual measurements of ventilation rate could provide a
non-invasive, accurate method for assessing energy con-
sumption in fish. The report (Bergheim et al., 2005) found
that gill ventilation frequency, which may indicate respi-
ratory stress, significantly increased at low and fluctuat-
ing dissolved oxygen (DO) levels compared to stable DO
levels above 75% of saturation. A slight increase in the
salmon gill ventilation frequency was observed when DO
saturation was reduced from 90% to 75%, with opercular
movements increasing from about 60 to 65-70 per minute.
At 60% DO and fluctuating DO levels, the ventilation
frequency was even higher, ranging from 78 to 87 move-
ments per minute. In Erikson et al. (2016) the effects of
the crowding process of Atlantic salmon on the fish were
studied, particularly the stress levels experienced during
crowding. Also, the respiration of the salmon was assessed
manually by measuring the time interval from the first to
the last visible operculum movements (in films taken by a
ROV outside of the crowding net-pen). Before crowding,
Atlantic salmon had ventilation rates of 64 +2 and 55+ 1
breaths per minute, which increased to 80 =2 and 81 £ 1
breaths per minute during crowding. In these studies, the
monitoring of the ventilation rate was performed manually
using a stopwatch to either time certain respiratory cycles
(movements of the mouth or operculum) or count the
respiratory cycles within a given time. The paper (Heath,
1972) presents an analysis of six distinct methodologies for
assessing fish respiratory patterns ranging from simple vi-
sual observation to more complex invasive procedures like
implanted electrodes and respiratory pressure recordings.
It also mentioned the impact of a human observer, using a
stopwatch to count breathing frequency, on the observed
fish. Camera-based technology provide a less invasive al-
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ternative for respiratory analysis in fish, also minimizing
observer-related influences on the fish. For salmon in aqua-
culture fish cages the measurement of the ventilation fre-
quency along with monitoring other environmental factors
like oxygen levels and water temperature could provide
additional information about the well-being of the fish.
Kolarevic et al. (2021) introduced a small biosensor that
can be attached to the salmon’s operculum to monitor the
swimming activity and respiratory frequency of Atlantic
salmon. Despite the invasive nature of the attachment, the
biosensor provides valuable data on the physical activity
and respiratory rates of the fish, offering insights into their
behavior and welfare in aquaculture systems.

Classification/Object Detection: Classical feature
description methods like SIFT (Lowe, 2004), HOG (Dalal
and Triggs, 2005), and SURF (Bay et al., 2006) were ini-
tially used with traditional classification algorithms such
as SVM (Cortes and Vapnik, 1995) and k-NN (Cover
and Hart, 1967) to recognise objects, but they struggled
with complex scenarios like present in underwater envi-
ronments. The advent of deep learning introduced more
effective models like CNNs, including AlexNet (Krizhevsky
et al., 2012), VGGNet (Simonyan and Zisserman, 2015),
and ResNet (He et al., 2016), which enhanced image
classification. For object detection, the development of
R-CNN (Girshick et al., 2014) and various versions of
YOLO (Redmon et al., 2016; Redmon and Farhadi, 2018;
Bochkovskiy et al., 2020) significantly improved speed and
accuracy, marking a substantial advancement in the field.

For fish detection, studies have utilized these advance-
ments. R-CNN and YOLO were applied for precise fish
detection (Li et al., 2022). Techniques like optical flow and
Gaussian Mixture Models (GMM) have been combined
with Faster R-CNN and YOLO to enhance detection in
turbid waters (Li and Du, 2022). Preprocessing methods
and classifiers like SVM have been used for recognizing
freshwater fish (Sharmin et al., 2019). CNN architectures
such as UNET have been exploited to cope with challeng-
ing underwater conditions (Saleh et al., 2022). For accurate
segmentation and measurement, Mask R-CNN has been
employed (Garcia et al., 2020). YOLOv3, Mask-RCNN,
and Norfair, an open-source library for real-time object
tracking, have been integrated for effective detection and
tracking (Kandimalla et al., 2022). Comprehensive fish de-
tection employing YOLOv3, Mask-RCNN, and YOLOv4
has been demonstrated by Zhao et al. (2021). High ac-
curate detection and 3D motion trajectory estimation to
capture 3D fish behavior from stereo recordings of salmon
was introduced and demonstrated in Nygard et al. (2022).
Using YOLOv7/v8 and DeepSORT, as detailed in Saad
et al. (2024) and Nissen et al. (2024), the fish detection
and tracking within full scale aquaculture salmon cages
demonstrated its capabilities in such complex underwater
environments.

Optical Flow for the Mouth Motion Estimation:
In computer vision optical flow estimates the apparent
motion of objects between successive frames in a video
sequence. It is used in various applications such as motion
analysis, video tracking, or scene reconstruction and is
employed in our approach to measure the opening and
closing motion of a salmon’s mouth. The optical flow esti-
mation in video sequences is based on a few foundational

assumptions (Horn and Schunck, 1981) which are critical
for understanding the performance and limitations of these
algorithms.

(1) Brightness Constancy: asserts that the brightness
of a pixel remains constant over time, allowing op-
tical flow algorithms to track motion by comparing
successive frames.

(2) Temporal Persistence: assumes that object move-
ment between consecutive frames is minor, ensuring
continuity in object tracking.

(3) Spatial Coherence: suggests that neighboring pix-
els have similar motion, crucial for dense optical flow
methods that calculate motion for every pixel.

In the realm of optical flow, there are two primary ap-
proaches: local methods and global methods.

Local methods, such as the approach from Lucas and
Kanade (1981), focus on estimating the flow for a small set
of pixels, assuming constant flow in a small neighborhood
of the image. This method is known for its effectiveness
and computational efficiency. Global methods, like the
approach from Horn and Schunck (1981), aim to achieve a
high density of flow vectors, introducing a smoothness con-
straint to minimize distortions and favor overall smooth
solutions.

While these assumptions and seminal approaches provide
a theoretical and practical base for optical flow meth-
ods, real-world conditions , like the underwater salmon
recordings we are concerned with, typically present situ-
ations where these assumptions are not fully applicable.
Noise, changing lighting conditions, caustics, shadows, or
the non-rigid movement of objects complicate the motion
estimation process.

Therefore, advanced methods are needed to handle these
complexities. In dynamic scenes with fast-moving objects
or large time intervals between frames, temporal persis-
tence and spatial coherence may be violated. To address
these challenges, researchers have developed techniques
incorporating motion priors, motion segmentation algo-
rithms (Brox et al., 2011), and more robust brightness
constancy models (Sun et al., 2010). Additionally, CNN
architectures like FlowNet (Dosovitskiy et al., 2015) and
PWC-Net (Sun et al., 2018) have shown promising results
for optical flow estimation.

In order to build a non-invasive computer vision-based
automated measurement approach for the breathing of
salmon from underwater video streams, we combine the
object detection and tracking of the salmon with an optical
flow-based analysis of the mouth region of the fish as
described below.

3. METHODOLOGY

In this section, we outline our approach for determining
the breathing frequency of salmon from videos. It consists
of two main steps: firstly, we identify and track individual
salmon heads in the recorded videos, and then we employ
an optical flow algorithm to measure their mouth move-
ments. This process allows us to accurately extract the
mouth opening frequency from underwater video footage.
By employing this methodology, we can gain valuable
insight into the breathing frequency of the fish, a promising
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metric for assessing fish welfare. The two steps and their
respective methods are described below.

3.1 Object detection and classification

The YOLO network (Jocher, 2020) is utilized for the initial
detection of the fish and parts of it in video streams from
underwater cameras in fish cages. The network was trained
to detect the following classes: cleanerfish, eye, fish, head,
snout, caudal-fin, dorsal-fin, and wound. The ‘fish* class
labels a salmon that is fully visible in the video frame,
while ‘wound‘ includes all visible wounds, damages, and
deformations. 'cleanerfish’ refers to the cleaner fish that is
typically inserted — along with the salmon — into a fish
cage. The ’head’ covers the head region, including the
mouth, eye, and gill plate (operculum) of the fish. The
‘eye’ represents a reliable feature valuable for tracking the
salmon head while the dorsal and caudal fin can provide
additional information about the fish’s orientation. The
‘snout‘ class is designed to cover the upper and lower
jaws of the fish. These classes were selected because they
are particularly suitable for the automated analysis of
typical underwater recordings of the salmon in fish cages.
Examples of the areas labeled for fish and parts of fish are

shown in Figure 3.
-
s - .
Fig. 3. Images showcasing various labeled parts in the un-
derwater images/videos: 'fish’, ’cleanerfish’, 'wound’,

"head’; ’eye’, ’snout’, ’dorsal fin’ (topfin), and ’caudal
fin’ (tailfin).

Training the deep neural network involved a dataset of
about 4500 originally labeled images that includes a wide
variety of scenes under different lighting and environmen-
tal conditions. A large training regime and the iterative
labeling of images that showed sub-optimal performance
was critical in ensuring the network’s robust performance
in diverse lighting conditions typically encountered in un-
derwater settings. Figure 4 shows an image of a video
along with the detected fish part classes, as well as the
tracking trajectory. For the purpose of subsequent anal-
ysis, the simultaneous detection of the mouth, eye, and
head of the salmon was used as an indicator for suitable
candidates for detailed examination. This process involved
using the detected head as a Region-of-Interest (ROI) and
generating a video focused on the head and tracking the
eye. We employed a multiple object tracking algorithm
(Lukezic et al., 2018) based on Discriminative Correlation
Filters known as CSRT (Channel and Spatial Reliability
tracker) exploiting the standard implementation within
the OpenCV library (OpenCV Team, 2022). Figure 5
shows a real world scene where multiple well detected
salmon-heads are tracked. Using a single video of a tracked
head allows to analyze the relative motion of the upper and
lower jaw by observing the optical flow in the snout region.
After training, the salmon detection system is capable
of analyzing video streams or recordings in real-time. It

Fig. 4. Example for a salmon within an underwater fish-
cage video, accurately identified by our trained sys-
tem. Visible labels include ’fish’, ’head’, ’eye’, ’snout’,
as well as ’dorsal’ and ’caudal’ fins. In addition a
”track-line” is shown, indicating the motion of the
tracked salmon head over time.

detects and can track several suitable fish heads based
on the presents of features such as the mouth and eye.
The focal point of this tracking process is the eye and the
bounding box of the initially detected head serves as the
ROI to build the head video (cf. Fig 1).

Fig. 5. Underwater scene where three well detected salmon
heads (indicated by a red circle) are tracked (indicated
by a green/gray line). The ROI videos of the heads are
used for the subsequent motion analysis of the mouth.

3.2 Optical flow for mouth motion estimation

An Optical flow approach was employed to discern the
opening and closing phases of the mouth. Specifically,
the motion of the lower jaw in relation to the upper
jaw were analyzed, providing insights into the behavioral
breathing pattern of the salmon. The optical flow method
from Farnebdck (2003) belongs to the local optical flow
methods and estimates the motion between two image
frames at each pixel by assuming that the flow is essentially
polynomial within a local neighborhood of the pixel.
It applies a polynomial expansion to the image signal
and solves for the flow that best aligns the two images
under this polynomial model. This approach calculates
a dense optical flow field for the ROI and is especially
good at determining small and detailed movements, which
is useful in real-world situations where the motion may
change quickly. This method turned out to be effective in
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analyzing specific movements present in the area of the
lower and upper jaws of the salmon.

To analyze the mouth motion, we compute the mean
optical flow in the regions of the detected snout that
correspond to the upper and lower jaws of the salmon.
If the mean optical flow direction of the upper and lower
jaw point in the opposite direction, the mouth is within
an opening phase and if the flow direction is pointing
towards each other the mouth is in the closing phase.
Figure 6 shows two frames of a result video where the

0.893 ops

Fig. 6. Frames illustrating the opening and closing phases
of a salmon’s mouth, as determined through optical
flow analysis in the jaw regions. The colored bar’s
below the image indicates the opening (green) and
closing (blue) phases (compare Fig. 7). The first bar
is representing the ground-truth and the second lower
evolving bar indicates the phases determined by the
optical-flow analysis. The ground-truth ventilation
rate (0.833 Hz) and automatically determined values
(0.893 Hz) are plotted in green and white respectively.

optical flow analysis results in both phases i.e. opening and
closing of the salmon’s mouth. The green arrow indicates
the mouth is within an opening phase, whereas the blue
arrow indicates that the mouth is in the closing phase. In
addition, the frames show the determined mouth openings
per second (ops), in this case a rate of 0.833 Hz was
obtained. Figure 7 shows the simplified motion of the

Mouth Opening Phases

—— opening phase
—— closing phase

open-mouth
0.50

opening phase closing phase

e
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closed-mouth

—0.75 +

-1.00 +

O.‘O O.‘Z 0.‘4 0:6 O.‘B l.‘O
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Fig. 7. Illustration of the phases marked in the ground
truth data. We marked the frame that shows the
mouth in a most open state and we marked the frame
when the mouth was most closed and starts to open
again. The range in-between define the closing and
opening phases.

opening and closing phases. When the mouth is fully open
(green arrow) and is about to close again, the closing phase

starts. When the mouth is at its most closed position
(blue arrow) the closing phase ends and the opening phase
starts. The opening phase ends when the mouth is fully
open again (green arrow). For the ground truth data we
identified and marked/labeled the frame that depicts the
salmon’s mouth in its most open state, as well as the frame
where the mouth is at its most closed position and begins
to reopen. The intervals between these two extreme points
effectively defines the closing and opening phases of the
salmon’s mouth movement. These phases are shown in
Figure 6 in blue and green respectively.

4. RESULTS

The objective of our investigation was to assess the venti-
lation frequency of salmon through the described optical
flow-based analysis technique. We conducted experiments
using videos captured from an underwater stereo camera
positioned in fish cages at aquaculture facilities. The ex-
periment dataset comprised — after prefiltering the head-
videos that were too short and/or where the snout region
was not-detected — twenty-five videos captured at a frame
rate of 25 frames per second and with a duration of ca.
3 to 15 seconds. We manually annotated the videos by
marking the maximal and minimal extents of salmon snout
openings to establish a reliable ground truth (compare
Figure 7). The ventilation frequency was determined by
calculating the median duration (in frames) of the intervals
between consecutive motion shifts (open-closed and closed-
open) for each video. Automated analysis using the optical
flow algorithm yielded a mean ventilation frequency of
1.02 Hz with a standard deviation (STD) of 0.10 Hz.
In comparison, the ground truth data obtained through
manual labeling showed a mean frequency of 0.98 Hz with
a STD of 0.09 Hz (see also Figure 6 where a breathing
frequency of 0.893 Hz is determined for the shown salmon).
These observations were recorded under environmental
conditions ranging from approximately 2.9 to 3.4 degrees
Celsius, with oxygen concentrations measured between
11.7 and 12.6 mg/1.

5. DISCUSSION AND CONCLUSION

The comparison between the automated optical flow anal-
ysis and the manually labeled ground truth data reveals
a tendency of the optical flow method to slightly overesti-
mate the ventilation frequency. This may be attributed to
various factors influencing image and video quality, such
as noise/marine snow coming from the turbidity of the
water, as well as the relative motion of the salmon’s head
due to the bending of the fish itself. This suggests that
while optical flow provides a useful automated approach
for analyzing fish ventilation behaviors, some care must be
taken to account for potential sources of error that can lead
to over- or under-estimations of actual frequencies. Within
the presented approach we focused on the automated de-
termination of a salmon status variable that can be objec-
tively measured. In future work it is important to evaluate
the potential of these objective measurements to be used
as fish welfare indicators. Along this line additional fish-
status-variables we consider to extract automatically using
computer vision and machine learning include appearance
and behaviour based variables like size, shape, physical
damages/wounds, amount of lice, swimming speed, feeding
activity, stress and possibly other visual welfare indicators.
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